
      News Fact Sheet    

Intel at the 2015 IEEE International Solid-State Circuits Conference 

(ISSCC), Feb. 22 to 26, 2015 
 

SAN FRANCISCO, Feb. 22, 2015 – At this year’s ISSCC, Intel discusses progress made 

possible due to its leading 14nm CMOS process with tri-gate transistors, the future of 

Moore’s Law at 10nm and below, and new research into energy-efficient SoCs. Below 

are some of the highlights of Intel’s activities at the conference.  
 

Session 3.5: “A 16-to-40Gb/s Quarter-Rate NRZ/PAM4 Dual-Mode Transmitter in 

14nm CMOS,” (Monday, February 23, 3:45 pm). Emerging standards in wireline 

communication will scale per-pin data rates to 40Gb/s and beyond. Scaled bandwidth 

density is required for applications like data center and high-performance computing. 

Most previous standards have scaled bandwidth by increasing the baud rate of NRZ 

signaling, meaning that they use only two signal levels. However, practical signal 

integrity and cost constraints have led to a renewed interest in also supporting multi-level 

signaling like PAM4. Transceivers that support multiple modulation modes will be 

needed to provide platform flexibility. This paper presents a dual-mode wireline 

transmitter implemented in Intel’s 14nm CMOS process with tri-gate transistors. It 

supports both NRZ and PAM4 modulations and operates from 16 to 40Gb/s. The TX 

incorporates a 4-tap NRZ FIR filter that is reconfigurable to drive PAM4 levels. It uses a 

charge-injection technique to increase the speed of the 4:1 data serializer and multi-level 

Tcoils to increase pad bandwidth. It is also the world’s most compact transmitter for 

25Gb/s+ SerDes applications at 0.03 mm2
. 

 

Session 4.7: “A 409GOPS/W Adaptive and Resilient Domino Register File in 22nm 

Tri-Gate CMOS Featuring In-Situ Timing Margin and Error Detection for 

Tolerance to Within-Die Variation, Voltage Droop, Temperature and Aging,” 
(Monday, February 23, 4:45pm). Previously, adaptation and resiliency have been 

demonstrated for static CMOS logic execution units. This paper shows for the first time 

how to make the Domino register files adaptive and resilient as well. These circuits can 

automatically detect an error about to occur and allow just-in-time adaptation of 

voltage/frequency to prevent an error. They can also automatically detect an error 

immediately after it has occurred and trigger corrective actions. These techniques enable 

the processor to run faster or at lower voltage/power under normal conditions while 

ensuring error-free operation in the presence of variations and without having to use 

guard-bands that can severely degrade performance and energy efficiency. This research 



test-chip demonstrates 21% faster performance or 67% higher energy efficiency. This 

work is part of a larger, long term strategy of making chips more self-aware, adaptive and 

resilient.  

 

Evening Panel 1: “Moore’s Law Challenges Below 10nm: Technology, Design and 

Economic Implications,” (Monday, February 23, 8 pm). The position of panelist Mark 

Bohr of Intel: The chip industry has reaped the benefits of Moore’s Law for 50 years, 

making integrated circuits that have grown from tens to billions of transistors and 

performing an increased range of functions from memory to logic to signal processing. 

Scaled transistors have provided significant improvements in performance and low 

power, but the main benefit of scaling has been lower cost-per-transistor. As the industry 

scales to 10nm and below it is becoming increasingly difficult to achieve traditional 

improvements in performance, power and cost due to inherent leakage and resistance 

increases of scaled devices, and the increased cost of added masking layers. Moore’s Law 

can continue beyond 10nm by developing new materials and device structures to meet 

performance and power requirements, and by close collaboration between process 

development and product design teams to ensure that the right features are chosen to 

deliver both improved density and lower cost per transistor.  

 

Paper 10.5: “A 5.9pJ/b 10Gb/s Serial Link with Unequalized MM-CDR in 14nm Tri-

Gate CMOS,” (Tuesday, February 24, 10:45 am). High-speed serial links are ubiquitous 

in nearly all segments of modern computing systems. They connect the processor to 

components like add-on cards, storage and other peripherals. To realize the area and 

power benefits of CMOS scaling, these designs must be portable across logic-optimized 

process technologies while maintaining link robustness over a wide range of interconnect 

channels and third-party components. In this paper, we introduce the first complete 

wireline transceiver at the 14nm technology node. The 10Gb/s transceiver is implemented 

in Intel’s 14nm CMOS process with tri-gate transistors. It includes an un-equalized, 

baud-rate CDR that tunes the lock point based on the extracted channel response at the 

DFE and a TX driver that dynamically boosts signal swing to improve low-voltage 

operation. The transceiver is best-in-class in both power and area. It consumes 

59mW/lane operating at 10Gb/s over a 24dB loss channel. It occupies just 0.065mm2, 

which is 60% smaller than the smallest comparable link.  

 

Session 8.6: Enabling Wide Autonomous DVFS in a 22nm Graphics Execution Core 

Using a Digitally Controlled Hybrid LDO/Switched-Capacitor VR with Fast Droop 

Mitigation,” (Tuesday, February 24, 11:15am). This paper demonstrates advanced 

capabilities for autonomous fine-grained power management of graphics execution cores 

in SoCs where individual units can be operated independently at optimal 

voltage/frequency across a wide range – from Near Threshold Voltage (NTV) to the high 

voltage/frequency Turbo mode. On-die hybrid linear low dropout (LDO) and switched 

capacitor voltage regulators (SCVR) are used to generate the voltages locally from a 

single input voltage rail. These VRs also enable fast transition across the different 

voltages and use a current injection technique to efficiently mitigate voltage droops. The 

all-digital implementation of the VR controller paves the way for efficient porting of the 

design across scaled process nodes, thus allowing it to take full advantage of Moore’s 



Law. The research test-chip demonstrates 82% reduction in energy consumption at NTV 

and 75% higher frequency in the maximum performance mode.  

 

Session 17.1: “A 0.6V, 1.5GHz 84Mb SRAM Design in 14nm FinFET CMOS 

Technology,” (Wednesday, February 25, 8:30 am). Embedded SRAM serves as the 

workhorse memory technology for modern System-on-Chip (SoC) design. SRAM serves 

in a variety of applications on-die, ranging from high-performance local memory for 

processors to high-capacity caches used to address the performance gap between CPU 

and main DRAM memory.  Dense, high-performance and low-power SRAM is a 

foundational component required to build competitive SoC products to meet today’s 

demanding application requirements.  In this paper, we introduce an array design 

featuring the world’s smallest SRAM bitcell (0.050um2), implemented in Intel’s 14nm 

CMOS process with tri-gate transistors. A modified write assist circuit is described that 

leverages the low variability of 14nm tri-gate transistors to reduce peak write power by 

24% relative to an actively biased circuit.  The array design in low-power 14nm CMOS 

technology demonstrates a wide operating voltage range from 1.0V (3GHz) to 0.6V 

(1.5GHz) and a 128kb macro achieves density of 14.5 Mb/mm2
. 
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